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The solution of large systems of linear equations with sparse matrices is usually done using iterative
methods that involve repeated computation of the sparse matrix-vector product (SpMV). The SpMV
plays an important role in many scientific and engineering applications, and a lot of effort has been
made to implement efficient SpMV kernels for highly parallel computing architectures such as graphics
processing units (GPUs). However, round-off errors that occur when using finite precision floating-
point arithmetic can cause poor convergence of iterative solvers. In this article, we present SpMV
implementations for GPUs using multiple-precision floating-point arithmetic that are part of MPRES-
BLAS, an open-source CUDA library of multiple-precision linear algebra operations (available at
https://github.com/kisupov/mpres-blas).

We first give a brief description of the multiple-precision floating-point number representation
supported in MPRES-BLAS. Unlike traditional approaches to expressing high-precision numbers, our
representation is based on the residue number system (RNS). The RNS is an unweighted number system
that is an alternative to the positional number representation. In the RNS, a number is represented by
its residues modulo several pairwise relatively prime integers called the moduli. The RNS is interesting,
in particular, because it provides efficient addition, subtraction and multiplication of large integers. the
residues of a number are mutually independent, and the calculations with each residue are performed
in the ring of integers modulo the corresponding modulus, so that carry chains between the residues
are eliminated.

The SpMYV performance depends on the format used to store the sparse matrix. In this article, we
use the multiple-precision variants of CSR (Compressed Sparse Row) and ELLPACK sparse storage
formats. The CSR format is widely used in iterative solvers, since it requires storing only nonzero
matrix elements. In turn, the ELLPACK format is efficient when implemented on a GPU, provided
the number of nonzero elements in each row of the matrix does not vary significantly.

Our multiple-precision SpMV algorithm consists of two steps. At the first step, the matrix and
vector are multiplied element-by-element, and the computed array of component-wise products is
stored in a global memory buffer. This step is highly parallelizable thanks to the use of RNS, namely,
both all elements of the intermediate array and all digits of the significand (mantissa) for each multiple-
precision element are computed in parallel. Each multiple-precision multiplication is performed by n
GPU threads, where n is the size of the RNS moduli set. At the second step, the summation kernel is
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launched, which perform a per-row reduction of the intermediate array to produce the output vector.
In this step, each multiple-precision addition is performed by one thread.

In the experimental part of the paper, we evaluated the performance of our multiple-precision
SpMYV routines on the marinel, largebasis, ESOC, Goodwin 127 and nd6k matrices from SuiteSparse
Matrix Collection (formerly known as the University of Florida Sparse Matrix Collection).

We compare the proposed SpMV with implementations based on existing multiple-precision
general-purpose arithmetic libraries for CUDA-enabled GPUs, namely, CUMP and CAMPARY. We
carry out the experiments on an NVIDIA RTX 2080 graphics card (46 streaming multiprocessors, 8
GB of GDDR6 memory, compute capability version 7.5). The results indicate that, with the same
precision, the proposed SpMV routines in many cases provide significantly better performance than
the CUMP and CAMPARY library implementations. One exception is the 106-bit precision case, where
the CAMPARY library is much faster.

Comparison of the CSR and ELLPACK formats shows that ELLPACK outperforms CSR at
a moderate level of precision (106-212 bits). With higher arithmetic precision (424-868 bits), the
ELLPACK advantages become less apparent. Moreover, the memory requirements of ELLPACK can
significantly exceed the requirements of CSR, especially in the context of higher precision. We note
that matrices from real-world applications usually consist of single or double precision entries, and
there is no need to convert them to higher precision. Considering this aspect, we plan to implement
multiplication of a sparse double-precision matrix by a high-precision vector and use it to improve the
convergence of iterative solvers.

Key words: Sparsematrices, SpMV, multiple-precisionarithmetic, residue number system, GPU
programming.
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YMHOMKEHNE PA3PEKEeHHONH MaTpHUIbI Ha MIOTHBIA BeKTOp (SpMV) sBisercss OCHOBHBIM U Hanbo-
Jiee 3aTPATHBIM JJIEMEHTOM B UTEPAUOHHBIX METOAaX PCIICHUA Pa3PEXKEeHHBIX JIMHEHHBIX CUCTEeM
u 3ana4d Ha cobcTBeHHble 3HAUYeHUs. JddekTuBHasd peasuzanus SpMV uMmeer pernatoriee 3Haqe-
HUE [JId MHOI'MX HAYYHBIX W WH2KEHCPHBIX BquHCHeHHﬁ7 opuyeM BaXKHO O6eCHeLH/ITb HE TOJIBKO
BBICOKOE OBICTPO/IEiiCTBIE, HO U JIOCTATOYHYIO TOYHOCTb SPMYV, IIOCKOJIBKY UTEepaIuOHHBIE METO/IbI
W3BECTHBI CBOE 9YyBCTBUTEC/IBHOCTHIO K O]_HI/I6KaM OKpyrLJjiIeHUudd. B CTaThbe€ MbI PaCCMATpPUBACM IIa-
pamtensabie peamuzanu SpMV aass CUDA-coBMecTuMbIX Tpadrdecknx MPOIECCOPOB BHUIEOKAPT
(GPU) ¢ ucnosnb3oBanneM apudMETHKNH MHOTOKPATHON TOYHOCTH HA OCHOBE CHCTEMBI OCTATOUHBIX
kracco (COK). Ocnosabiv nmpenmymectom COK mepe;; mo3uIMOHHBIMI CHCTEMAMY CIUCIEHUS B
JISIETCA OTCYTCTBHE MEPEHOCOB MEXKIy IUMPaAMU IUCIA, UTO MTO3BOJISIET 3AMEHUTH MHOTOPA3PSTHBIE
omepaluy TPYNIaM¥U TOKOMIIOHEHTHBIX Omepanuit ¢ nudpamu HeDOBINON Pa3paLHOCTH, KOTOPBIE
BBITIOJTHSIFOTCS 663 HAKJIAIHBIX PACXOJIOB, CBA3AHHBIX ¢ 00paboTKOM MHMOPMAIINK O IEPEHOCAX MeXK-
oy mudpamu. Mer paccmarpuaeM peammsaiuu SpMV, ocHOBaHHBIE HA JBYX IMHUPOKO PACIPOCTPa-
HeHHBIX hopMaTax xpaHerns paspexkennoii marpuiibl — CSR n ELLPACK. DxcnepumenTaabHast
OII€HKa C MaTpHUIaMK M3 PeaJIbHBIX HpI/IJ’[O}KeHI/If/’I ITOKA3bIBACT, 9TO BO MHOTUX CJIy4dadX IPeacTaB-
JIEHHBIE PEaJIH3aIIUU BLIOJIHAIOTCA OBICTPEe, YEM Peanu3allui Ha OCHOBE CYIECTBYOMIUX O6ub/ImoTeK
MHOTOKpaTHoi TounocTn st GPU.

KimroueBbie ciioBa: paspexkeHHble MaTpuiibl, SpMV, apudmernka MHOTOKPATHON TOYHOCTH,
CHUCTEMa OCTATOUHBIX KJIACCOB, TPOTPAMMHUPOBAHHNE s TPAPUIECKAX TPOIIECCOPOB.

Beegenne. Onepanus paspeskKeHHOINO MaTPHYHO-BEKTOPHOTO YMHOXKeHust (SpMV) 3anu-
MaeT BaykKHOE MeCTO B aJITOpUTMaxX JHHEHHOH aaredpbl, U MHOTHE HCCIEIOBAHUS ITOCBSIIEHBI
paspaborke GOPMATOB XpaHEHHs PA3PEyKeHHbIX MATPUIL 1 peasn3anuiit SpMV, ontumusnposan-
HBIX JJId TapaJiJIeJIbHBIX BBIYUCIUTECIBHBIX HJIaTCbOpM7 TaKUX KaK HEeHTPaJIbHbIEC MHOTOAddePHBIE
nporeccopsl (CPU) u rpadudeckue nponeccopst sugeokapr (GPU) [1-5]. Ilpu sToM riaBHbIM
KPUTEPUEM BBICTYIIAET CKOPOCTH Bbhruucjenuii. C npyroit croponnl, TouHocts SpMV Takxke
UIpaeT BayKHYIO POJIb, IOCKOJBKY HTEPAIMOHHBIE METOIBI, TaKHe KaK MEeTOJ MHHUMAJIbHBIX
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OcHoBHaA YacTb JononHuntenbHaa nHbopmauma
N N
4 Y4 N
X1 | X2 | x3 | xa X5 oo Xp_1 Xn s e low upp
MaHTuncca X <——I(X/M)y—>)

Puc. 1. Muoropa3psaablit ¢popMar ¢ maaBaioIeil TOIKoi

HEBSA30K, METOJ| COIPAKEHHDBIX I'DAJAMEHTOB U METOJ OUCONPSKEHHBIX I'PAIUCHTOB, H3BECTHBI
CBOEIl UyBCTBUTENLHOCTHIO K OMIMOKAaM OKpyrJienus |6, 7].

CymecTByIOT Pa3/ndHble CIIOCOObI MOBBIIIEHIS TOYHOCTU Bhluucienuil. Pacupocrpanenubim
crocoboM sBisiercs ucnosns3osanne dhopmara double-double (DD) [8], B koTopom Kazkmoe quc-
JIO TIPEJICTABJSIETCS B BUJE HEBBIYHCJIEHHON CYMMBI JIBYX CTaHIAPTHBIX UHUCE C TLJIABAIOIIEH
TOYKO#l JBOMHOII TOYHOCTH, T}, U X, IJe Xj — UYUCJIO0, OJHKaiiliee K UCTUHHOMY 3HAYEHHUIO,
a r; — pa3sHUIA MeXKJIy UCTHHHLIM 3HadenueM W xj. Ha ocnose DD-dopmara ObLiu npeio-
JKeHbI BBICOKOTOUHBIE Bepcuu SpMV, a Tak:ke psa APYTUX BBHIYHCIUTEILHBIX saep JHHeiHoi
aareOpbl U UTEPANMOHHBIX pemareseii |7, 9-11]. JIpyrum moaxomoM SBJSIeTCsT UCIOJIb30BAHNE
apudmernyeckux 6nbmoTeK MHOrOKpaTHOi TourocTH, Takux kak GMP/MPFR u CUMP [12,
13].

B crathe mMbl paccmarpuBaeM peasnusanuu SpMV B dopmarax CSR (Compressed Sparse
Row) u ELLPACK/ITPACK mag CUDA-coBmectumbix GPU ¢ ncnonb3oBanuem apudbmern-
K MHOTOKPATHOH TOYHOCTH HA OCHOBE HEMO3UIMOHHON CHCTEMBbI CUHCJEHUs] C MapaJijie/ib-
HOM cTpyKTypoil — cucrembl octarodabix KiaaccoB (COK). Ocuoubiv mpenmymectsom COK
nepeJi MO3UIMUOHHBIMH CHUCTEMaMH CYHUCJCHUS dBJSIETCS OTCYTCTBHE IIEPEHOCOB MEXKIy Iudg-
paMu 9HUC/Ia, 9TO MO3BOJILET 3aMEHUTH MHOIOPAa3psIHble OIePAIMA IPYIIaMUA TOKOMIIOHEHT-
HBIX omepanuii ¢ nudpamMu HeOOJIBIION pa3psIHOCTH, KOTOPBIE BBHIMOIHAKTCA Y(MDEPEKTHBHO
[14, 15|. DxcnepuMeHTH ¢ MATPHIAME DA3JIUIHON CTPYKTYPbI HOKA3bIBAIOT, 4TO IIPOU3BO/M-
TEJIbHOCTh MPE/JIOKEHHBIX peasu3anuit SpMV Bo MHOTHX Ciiydasx BbIle, €M TTPOU3BOJIH-
TeJTBHOCTH peanu3anuii Ha ocHoBe cymrecTByommx CUDA-6ubaImoTek MHOTOKpPATHON TOYHO-
cru CUMP u CAMPARY. Hamu peamusamua SpMV sgBISOTCI 9acTbio OHOJHOTEKH BBICO-
KOTOUYHBIX TOAIporpamm JuHeitnoit anre6psr MPRES-BLAS u nocrynasl Ha GitHub (https:
//github.com/kisupov/mpres-blas).

1. IlpencraBiaerne MHOTOPA3PAAHBIX Ynucea. Mbl ucnosbzyem popMaT mpeacTaBIeHus
MHOTOPA3PSIIHBIX YHCesT (Uuces MHOTOKPATHON TOYHOCTH) € MJIaBAOIIeii TOUKOM, MpeIcTaB/IeH-
Hblit Ha puc. 1. Yucsio x npejcrapiasgercs B BUIAE 00bEKTa, COCTOAIIEI0 U3 3HAKA §, MAHTHCCHL X ,
EJIOYUCIEHHOTO TIOPSAIKA (IKCIIOHEHTHI) €, a TAKXKe JOMOJHUTEIBHON HHMDOPMAIMT O BeJTHIHHE
mantuccst [(X/M).

3HaK WHTepPHpeTupyercs OObLIYHBIM 00pPA30M: OH PaBEH HYJIO, €CJAU T — HEOTPHUIATE/Ib-
HOE YHCJI0, U eIWHHIE, ecau r — orpunareabroe. Manrtucca mpegcrasiena B COK mudpa-
MU (Z1,%2, ... ,T,) OTHOCATEIHHO 33 JAHHOIO Habopa ocHOBaHuil (Mozyseir) {my, ma,...,m,} u
UHTEPIpeTHpyeTcd Kak Ieaoe ducao B unrepsaie or 0 mo M — 1, rme M — npoussejieHue
Beex moayaeil. Hudpol MmanTucesl, KoTopeie B TepmuHogaorun COK Ha3bIBAIOTCS OCTATKAMU,
SIBJISIIOTCSI TAKUMHY TEJIBIMA 9HCJIAMHU B JIONOJHUTETHHOM KoOje, 910 x; = X mod m;. [Tpumeua-
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tesibHON ocoberrOCTHI0O COK siBIseTcst BO3MOXKHOCTH 3P (HEKTUBHOTO BHIOJIHEHUST ONePaITnii
CJIOYKEeHWs, BBIYMTAHHS W YMHOXKEHHUs: JAHHBIE OIIEPAIMU BBIIOJTHAIOTCA 0e3 BO3SHUKHOBEHUS
EPEHOCOB MEXKIY COCEJTHUMH OCTATKAMH, T. €. IMOKOMIOHeHTHO. CJieIoBaTeIbHO, B OTJIHYUE OT
MHOTOPa3PSATHON TO3UIHOHHON apudMeTUKH, He BOSHIKAET HAK/IATHBIX PACXOI0B, CBSI3aHHBIX €
00paboTKOI 1eI0YeK MePeHocoB, 1, 6oJ1ee TOro, BCE OCTATKH MOI'YT BHIYHC/ISITHCS ITapaJslieibHO.

ITpeobpaszoBanne U3 IpeCTaBAEHHONO YHCA0BOTO popMaTa B OOBIYHYIO MO3UITHOHHY IO DOP-
My OCHOBaHO Ha KHTaficKoil Teopeme 06 ocrarkax [15] n BeimoHsiercs mo dhopmyJie:

xr = (—1)8 X ZMz’xzwz‘ml X 26,
=1 M

rae M; = M/m;, a w; — MyJIbTUILIAKATABHAS HHBepCUs M; 0 MOJYJIIO M.

C apyroii cTOPOHBI, UMEIOTCA CJIOKHOCTH, CBSI3aHHBIE ¢ oneHKoM Bennauabl duciaa B COK
0 OCTATKaM, 4TO TpeOyercs Ui OLPEIeJIeHIsT 3HAKa, OOHAPY KEHHS IePEIOJHEHUS] JTAaa30-
HA TPEeJICTABJIEHUS MAaHTHCCHI, CPABHEHUs, JEJICHHUS, OKPYTJECHHI U PsAa IPOYUX OIEePAIHIi.
J11st IpeooIeHnsT 3TUX CIOKHOCTEH B (popMaT 4dmcIa BKIIOYEHA IOMOJHUTEIbHAS WHMOPMA-
IUs — MHTepBaabHast oneHka ManTuccel (X /M). Dra onenka npejcrapisger coboii HHTEPBAJ, B
npejesax KOrToporo HaXOUTCs 3HAYeHHe MAHTUCCHI X , MACIITaOMPOBAHHOE OTHOCUTEIBHO MPO-
u3Begenust mozysteit M, 1.e. X /M. Takoit uHTepBaI 3a7aeTCS IByMsS IDAHUIAME: [Ow H Upp
Ha puc. 1. ['paHumsl aBJgI0OTCS 9UCAAMHU C ILIABAIONEH TOYKONW CTAHIAPTHON Pa3psiIHOCTH, HO
C paCIIHPEHHBIM JIHAMA30HOM SKCIIOHEHTHI, 9TO MPEA0TBPAIIAeT MOTEPI0 3HAYUMOCTH B CIydae
oosbmioit Beuuunbl M (mpu M < 2% g xpamenus low u upp J10CTATOYHO CTAHIAPTHOTO
dbopmara aBoitHON TouHOCTH binary64).

WNuTepBaibHast OlleHKA BBIYUCALETCA TP TPeoOPa30BAHUN YUCIa B MHOTOPA3PsIHbINH hop-
MaT, a IIPHU BBIMOJHEHNH KaKOH-1100 apudMeTndecKoil onepamun ¢ MHOTOPa3PATHBIMI YHCIa-
MI HHTepPBaJIbHAs OIEHKA Pe3yabTaTa BhIYHCISETCS ¢ HCIOIb30BaHneM (hOPMYI HHTEPBAJIBHOM
apudmernkn 3a spems O(1). Kpome storo, B a1060if MOMEHT MHTEpBaJbHasi ONEHKA MOKeT
OBITH 3aHOBO BLIYHCJICHA MO OCTATKAM (T1,Ta,...,T,) C UCHOIH30BAHUEM JIMIIL CTAHIAPTHBIX
olepalnii ¢ maIaBaiomeil TOUkoii, T. e. 63 TpyroeMkoro npeodopaszosanus n3 COK B aBonunyio
cucreMmy cuucaenus. [ToapobHOe M3/I0KEeHHe MeTO0/1a WHTEPBAJIbHBIX OIEHOK JIjIsI BBHIIIOJIHEHHSI
npobsemubrx onepanuii 8 COK npegcrasieno B crarne [16].

B [17] ommcanbl aaropuT™bl BBHIOJHEHHsST OCHOBHBIX apuMeTHIeCKHX ONMepaIruii MHOTO-
KPaTHON TOYHOCTH B IPEICTABICHHOM YHCJIOBOM (popMaTe, a TaKKe JaHa CJAeIyIONast IPaHUIA
MOTPEITHOCTH OKPYTJIeHus:: ecan fl(x oy) — OKpyTJIeHHbIH pe3ysabTaT onepanuu o € {+, —, X},
10 fl(zoy) = (xoy)(1+0), rue |8] < 4/v/M u M — upoussesenne seex momyaeir COK. Takum
obpasoM, BeIOUpast HeoOxommmblit Habop momyaeit COK, Bo3MO:KHO 3amaBaTh TPOU3BOJIBHYIO
TOYHOCTh MCIOJB3YyEMON apu(pMeTHKH.

B 6ubimoreke MPRES-BLAS n1s mpeicraBiieHnss MHOIOPa3psIHBIX IHNCET U MACCHBOB UH-
ceJsl Olpe/IeJIeHbl CTPYKTYPbI JaHHBIX, H300pakeHHbIe Ha pHUC. 2.

Crpykrypa mp_float_t mpeacrasaser oano ducio. Jas xpanernus B namatu GPU mioTabrx
MHOTI'OPA3PSIHBIX BEKTOPOB U MATPHIL UCIIOIL3YETCS CTPYKTYpa mp_array_t, B KOTOPOil BEKTOD
n3 N 3/IeMeHTOB HPEeCTABIAECTCA B BUIe HADOpa MACCHBOB, XPAHAIINX OTAeJbHBIE YaCTH MHO-
ropa3psAHbIX YUCET: Bee MU(Pbl MHOTOPA3PATHBIX MAHTUCC XPAHATCS B BUJIE €JIMHOIO MACCHUBA
digits manmubl n X N, vae n — konmdectBo Moaysieit COK; 3HaKM duces1, SKCIIOHEHTH W HHTEP-
BaJIbHBIE OIEHKH MAHTHCC XPAHATCS B BUJIE OTAEIbHBIX MaCCUBOB. /lOMOTHUTETLHO B CTPYKTYPY
BKJIIOUEHBI 110Jis1 len (akTyajbHas jAjnHa BeKTOpa) n buf (Oydep ¢ sjgeMeHTaMH BEKTOPHOIO
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typedef struct { typedef struct { typedef struct {
int digits[n]; int *digits; int *digits;
int sign; int *sign; int *sign;
int exp; int *xexp; int *exp;
er_float_t eval[2]; er_float_t *eval; er_float_t *eval;
} mp_float_t; int4 x*buf; } mp_collection_t;
int *len;

} mp_array_t;

Puc. 2. CTpyKTypbl JAHHBIX M1 TPEACTABIEHUST MHOTOPA3PSAIHBIX YHCE U MACCHBOB

CSR

a|lb|c|d]|e]| f| MaceumsAS

013|213 Maccus JA

a b 0 c 01346 Maccus IRP
0 0 d O

ELLPACK
0 e 0 f

ald|e|b|O|f|c]|0O]| 0| MaccusAS

0|2|1]|1)|-113(3]|-1|-1| MaceuslA

Puc. 3. ®opmarst CSR v ELLPACK. B kauecrse unjekcos nyiesbix ssiemearos B ELLPACK moryt

HCIOIb30BaThCAd KOHTPOJIbHBbIE 3HAUEHN, HAaTpuMep — 1

tuna int4d u3 crapgaprabix 3aronokoB CUDA C/CH+, KoTOpBIil HCIOIb3yeTCsl IS epeia-
94U BCIIOMOTATEbHBIX MEPEMEHHBIX MerKly BBIUHCIuTe N bHbIME sgapavu). Kak mokaszano B [17],
UCTIOJb30BaHNe CTPYKTYPHl Mp_array_t COBMECTHO C TOCJTeA0BATENbHON cXeMOi ajpecaruu,
IpU KOTOPOI Bce n mudp OJHOIO0 MHOTOPA3PSIIHOTO YHCIa PACIOIATAIOTCS TIOCIeI0BATEIHHO
B mamsitu GPU, obecrieqnBaer npu pa3psHO-apa/IIe/IbHBIX BhIYucaeHusIX 3P PeKTUBHBII /10-
cTyn mapaJjienbHbix noTokKoB K namarn GPU. ns xpanenus pa3pekeHHON MHOTOPa3psIHON
MAaTPHIIBI CJIYKHUT CTPYKTypa mp_collection_t, anajorudnasi CTPyKType mp_array_t, 3a uc-
KJIKYEHUEeM OTCYTCTBHA IoJeil len u buf, KoTopble He UCHOJAB3YIOTCH B 4pax pa3peKeHHOH
JIMHEIHOI aaredphl.

2. Muoropaspaausie CSR u ELLPACK dopwmatst. [Ipoussoguresnocrs SpMV 3a-
BUCUT OT (HOpMATa, MCIOIB3yEMOr0 JIIsl XPAHEHUsI HEHYIEBBIX KOI(DDUIHEHTOB pa3perkKeHHOoi
maTpuibl. OCHOBHBIME SIBJIAIOTCS KOODPAMHATHBIN, nuaronanbubrii, Compressed Sparse Row
(CSR), ELLPACK/ITPACK u rubpuansiii (HYB) dbopmars. Ha ocroBe 3tux hopMaTos mpe;i-
JIO?KEHBI pa3JIudHble TPOU3BOIHbIe hopMaThl B peaausanuun SpMV, HampapiaeHnbie Ha ddbdek-
tusHoe BhinosHeHne Ha GPU. Ux obmupHbiit 0630p npeacrasien B [1]. B gannoil ctathe Mbl
ucnoibzyem ¢opmarsl CSR n ELLPACK, npumepbl KOTOPBIX IPUBEIEHBI HA PHUC. 3, TIE, MO0-
n06u0 1], AS — maccus koaddunumentos marpunsl, JA — MaccuB uHIeKcOoB cToa6IOB U IRP
— MaccHB yKa3areJseil Hadaja CTPOK.

@opmat CSR nosryumt HanboJIbIee paclpocTpaHeHue B UTEPAIMOHHBIX peraTeisax. B srom
dopmate pazmep MmaccuBoB AS 1 JA paBeH KOJIUYIECTBY HEHYJIEBBIX 971eMEHTOB MaTpUIbl. Pop-
mar ELLPACK sddexrusen npu peasmsanun na GPU, npu yciaoBum, 9410 9UCIO HEHYJIEBBIX



8 Hap(l./L/LG/LbHOG CUCTNMEMHOE NPOZPAMMUPOBAHUE U BBIHUCAUINEADHDBIE TNETHOAOZUU

CSR ELLPACK
AS: AS:
{ {
digits = [a.x; a.Xy a.X3 a.Xy4 digits = [a.x; a.Xy a.X3 a.Xg
b.x; b.xy, b.x3 b.x4 d.xqy d.xy d.x3 d.Xq
C.Xy C.Xg C.X3 C.X4 e.X; €.Xy €.X3 €.X4
d.xy d.xXy d.x3 d.Xq b.x; b.xy b.x3 b.x4
€.X; €.Xy €.X3 €.X4 0 0 0 0
f.xy £.x5 £.%x3 £.%4] Xy £.x5 £.x3 £.%4
sign = [a.s b.s c.s d.s e.s f.s] C.X1 C.Xp C.X3 C.Xg
exp = [2.e b.e c.e d.e e.s f.e] 0 0 0 0
eval = [2.1 b.1 ¢c.1 d.1 e.1 f.1 0 0 0 0]
a.u b.u c.u d.u e.u f.u] sign = [2.s d.s e.s b.s 0 f.s c.s 0 0]
} exp = [a.e d.e e.e b.e 0 f.e c.e 0 0]
JA: [01 321 3] eval = [a.1d.1e.1b.10f.1c.100
IRP: [0 3 4 6] a.ud.u e.ub.uOf.uc.u0O0]
}
JA: [0211-133 -1 -1]

Puc. 4. Muoropaspsiaabie ¢popmarsl CSR u ELLPACK

9JIEMEHTOB B KazKJ0i CTPOKE MATPHUIIBI BapbUpyeTcs HesHaunTesabHO |2]|. Pazmep maccuBos AS
n JA 8 ELLPACK paser M x MAXNZR, tnie M — wucno ctpok u MAXNZR — makcumasibHOe
YUCJI0 HEHYJIEBBIX 9JIEMEHTOB B CTPOKE MaTPHIIDI.

Ha puc. 4 npuBenen mpuMep HpecTaBIeHUs Pa3pe:kKeHHON MATPUIBI B MHOIOPa3PsIHBIX
CSR u ELLPACK dopmarax. B nmpumepe konmdectso momyaeir COK n = 4, T.e. MmanTHCCA
Kazkj10ro anementa o € {a,b,c,d,e,f} cocronr u3 wersipex ocrarkoB: X = (x1,22,23,24). Cum-
BOJI «.» HUCIOJIb3YeTCS I JIOCTYHa K OTAEIbHBIM MOJISM MHOTOPA3PSIHOTO 9HCaa, a [ U u
0003HAYAIOT COOTBETCTBEHHO HUKHIOIO M BEPXHIOIO I'DAHUILI HHTEPBAJIHHON ONMEHKHA MAaHTHCCHI
(low u upp Ha puc. ).

3. GPU peanunzanua SpMV MHOrokparHOii TOYHOCTH. BXOIHBEIMH JaHHBIMHU 71 Ha-
mux peanmsanuii SpMV (y < Azx) sapasiorcst paspexennas marpuna A, cocrosmas uz M
crpok u N cTosibnos, cogepxkamias NNZ HeHYJIEBBIX 3JIEMEHTOB, a TaKKe IJIOTHBIH BEKTOD T
pazmepa N, xpaHsgimuiics B BHJE SK3eMILIsIpa CTPYKTYPbI mp_array_t. Hemnyiesbie sjieMeHTHI
maTpunpbl (MaccuB AS) XpaHATCS B BUJE 9K3eMILISIpA CTPYKTYphl mp_collection_t. JlomoJ-
HUTEIBHO Tpebyercst BeAenTh B robanbuoi naMsta GPU maccus BUF (mp_collection_t),
pasmep koroporo pasen NNZ ans CSR dopmara u M x MAXNZR nna ELLPACK dopmara.
Pesyabrarom SpMV siBiasiercss miaoTHbI MHOTOpa3psa HbIi BeKTOp y pa3mepa M (cTpykTypa
mp_array_t).

Brinosinenue onepaiyuu COCTOUT U3 JIBYX IATOB:

1) Borumciienne MaccuBa MOKOMIIOHEHTHBIX TPOU3BEIeHUI MaTpuibl A U BEKTOpa T ¢ CO-
XpaHeHHeM pPe3yIbTaTOB B MPOMEXKYTOUHbI MaccuB BUF.

2) ®opmupoBanue BeKTOpa y nyreMm cymmuposanus MaccuBa BUF mo crpokawm.

UcnonwszoBanne COK mo3BosisieT pean30BaTh MOJHOCTHIO MAPAJIETHHYIO CXEMY BBITOJTHE-
Hug nepsoro mara SpMV, B cooTBeTCTBUU ¢ KOTOPO#l OTHOBPEMEHHO BBIYHC/ISIOTCS HE TOJHKO
s7eMeHThl MaccuBa BUF, no Takzxke Bce MudPhl MHOTOPA3PLAIHON MaHTHCCHI KazKJI0T0O dJIeMEH-
Ta. JI71s BBHIOHEHUS KazKJI0T0 YMHOMKEHHsI MHOTOKPATHON TOYHOCTHU HCIIOJIB3YETCd 71 MOTOKOB
GPU, rae n — pazmep mabopa momyseit COK. g adpdexkrunoit peannzanuu JaHHON Cxe-
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MBI OepaIiisi MHOTOPA3PSAIHOTO YMHOKEHUsT PAa30UBAETCS HA TPH ITAIA, KAXKIBI U3 KOTOPHIX
BBIIIOJTHSIETCST OTJETBHBIM BBIYHCIUTENbHBIM siipoM (riaobaabroit dbyukiueir GPU), kak mpe-
70zkeno B [17]: (1) aapo A1 BEIYHCIEHIS 3HAKOB, 9KCIIOHEHT U HHTEPBATBHBIX OIICHOK MAHTHUCC,
(2) aapO It MOJTHOCTHIO MAPAJLIETIBHOIO BHIUUCAEHHS MDD MHOTOPA3PSIHBIX MAHTUCC U (3)
SITPO /ISl OKPYTJIEHUSI.

Taxum obpazom, BermotHeHHe SPMV MHOTOKPATHON TOYHOCTH COCTOUT U3 3AIMYCKA I€THIPEX
CUDA sanep: Tpu siipa Jiisi yMHOXKEHUS W OJIHO JIJIST TOCTPOTHON PeyKIUN MPOMEKYTOIHOTO
MacCHUBa.

B asropurmax 1-3 mpeacrtaBieH TCeBIOKO/ TMEPBBIX ABYX sjiep YMHOXKEHHd W S1Ipa pe-
aykiuun B CSR dopmare. B anropurmax 4-6 npecTaB/ieH 1mceBaoKo/ COOTBETCTBYIOMIMX sIAEP
st ELLPACK dopmaTa, B KOTOPBIX HCIOIB3YeTCS MPOBEPKA KOHTPOJIHHOTO 3HAYEHUS WH-
JIeKCa CTOJIONA JIjIsI MCKJIIYeHNs HeHYKHBIX oOparennit Kk namaru. Oyuaknuun RoundDown n
RoundUp 0603Ha9a10T BRIYHCJICHHS ¢ IIABAIONIEH TOUKON crangaprhoii Tounoctu (double) ¢
PACIITUPEHHBIM JTUANA30HOM KCIOHEHTHI, BBITOTHIEMbIE ¢ OKPYIVIEHWEM ,,BHU3 U ,,BBEPX" CO-
OTBETCTBEHHO.

AnroputMm 1. Boruucienue 3HaKOB, SKCIIOHEHT U WHTEepBaIbHBIX oreHOK B CSR, dopmare

1: i = blockDim.x * blockIdx.x + threadldx.x

2: while i < NNZ do

3 id = JA()

4: BUF.sign(i) = AS.sign(i) zor x.sign(id)

5 BUF.exp(i) = AS.exp(i) + x.exp(id)

6: BUF.eval(i) = RoundDown(AS.eval(i) * x.eval(id) / ONE.upp)

7 BUF.eval(NNZ + i) = RoundUp(AS.eval(NNZ + i) * x.eval(N + id) / ONE.low)
8 i += gridDim.x * blockDim.x

9: end while

Anropurm 2. Beruucienne mudp muoropaspsaaabix mantucc B CSR dopmare

1: tid = threadldx.x mod n > n — pa3Mep HAOOpa MOmyJei
2: m — MODULI(tid)

3: 1 = blockldx.x * blockDim.x + threadldx.x

4: j = (blockIdx.x * blockDim.x + threadldx.x) / n

5: while i < NNZ * n do

6: BUF.digits(i) = (AS.digits(i) * x.digits(JA(j) * n + tid)) mod m

7 i += gridDim.x * blockDim.x

8: j += gridDim.x * blockDim.x / n

9: end while

Anropurm 3. Penykiusa npomexxkyrounoro maccusa BUF 8 CSR dopmare
1: row = threadIdx.x + blockIdx.x * blockDim.x

2: if row < M then

3: sum(threadldx.x) = 0

4: for i = IRP(row):IRP(row + 1) do

5: sum (threadldx.x) += BUF(i) > MHOropaspsiiHoe CjIOXKeHue
6: end for

T y(row) = sum(threadIdx.x)

8: end if

Aurropurm okpyrienust u ero CUDA-peanusamust patee onucanbl B padore [17] u moaromy
B JIAHHOM CTaThe HE PACCMATPUBAIOTCH.
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AnroputMm 4. Boruucienue 3HaK0OB, 3KCIOHeHT U nHTepBaibHbIX OneHOK B ELLPACK dopwmare
1: i = blockDim.x * blockldx.x + threadldx.x

2: len = M * MAXNZR

3: while i < len do

4 id = JAQ)

5 if id > 0 then

6: BUF.sign(i) = AS.sign(i) zor x.sign(id)

7 BUF.exp(i) = AS.exp(i) + x.exp(id)

8 BUF.eval(i) = RoundDown(AS.eval(i) * x.eval(id) / ONE.upp)

9: BUF.eval(len + i) = RoundUp(AS.eval(len + i) * x.eval(N + id) / ONE.low)
10: end if

11: i += gridDim.x * blockDim.x
12: end while

AnropurMm 5. Boruucienue mudp muoropaspsaabix mantuce B ELLPACK dopmare

1: tid = threadldx.x mod n > n — pa3Mep HAOOpa MOmyJei
2: m = MODULI(tid)

3: 1 = blockldx.x * blockDim.x + threadldx.x

4: j = (blockIdx.x * blockDim.x + threadldx.x) / n

5: whilei < M * MAXNZR * n do

6: id = JA())

7 if id > 0 then

8: BUF .digits(i) = (AS.digits(i) * x.digits(id * n + tid)) mod m

9: end if

10: i += gridDim.x * blockDim.x
11: j += gridDim.x * blockDim.x / n
12: end while

AnropurMm 6. Penykius mpomerxxyrounoro maccusa BUF 8 ELLPACK ¢dopwmare
1: row = threadIdx.x + blockIdx.x * blockDim.x

2: if row < M then

3: sum (threadldx.x) = 0

4 for i = 0:MAXNZR do

5: j=1*M + row

6: id = JAG)

7 if id > 0 then

8: sum(threadldx.x) += BUF(j) > MHOTOpa3psIHOe CIIOXKEHNe
9: end if

10: end for

11: y(row) = sum(threadldx.x)

12: end if

4. OmeHKa MPOU3BOAUTEIBLHOCTI U 3aTpaT nmaMdaTu. [[pon3BoanTeIbHOCTh PACCMOT-
peHHbIX peasusanuit SpMV onenuBasiach Ha MaTpPUNAX PA3JIUIHOU CTPYKTYPBI U3 KOJIIEKIIHH
Yuusepcurera @iaopuapr (https://sparse.tamu.edu). Onucanne MaTpUIl NpeICTABIEHO B
taba. 1. Cumsonst M, N, NNZ u MAXNZR 0603Ha9ai0T, COOTBETCTBEHHO, YUCTIO0 CTPOK, TUCTIO
CTOI0IOB, O0IIee YHCA0 HEHYJIEBBIX JIEMEHTOB MATPHIBI U MAaKCHMAJIHLHOE YHCJI0 HEHY/IE€BBIX
9JIEMEHTOB B CTPOKE.

DKCIEePUMEHTHI BBIIMOIHSINCH HA BBRIYUCIUTENbHOI cucreme ¢ Buaeokaproit NVIDIA RTX
2080 GPU (46 moTokoBeIX MyJIbTUIIPOIeccopoB, 8 ['6 mamsitu GDDR6, Bepcust anmapaTHoit coB-
MeCTHMOCTH 7.5), neHTpaibabiM mponeccopoM Intel Core i5 7500 u 16 I'6 onepaTuBHON maMsiTh
DDR4, paboraroreii mox yupasjienueMm onepamnuonnoii cucrembl Ubuntu 20.04.1 LTS. Ucnoab-
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Tabavua 1
Marputibl /1715 9KCTIEPUMEHTOB

Matpuiia M N NNZ MAXNZR
marinel 400320 | 400320 | 6226 538 18
largebasis 440020 | 440020 | 5240084 14
ESOC 327062 | 37830 | 6019939 19
Goodwin 127 | 178437 | 178437 | 5778545 62
nd6k 18000 | 18000 | 6897316 514

zopasnch CUDA Toolkit Bepcun 11.1.105 u apaitsep NVIDIA Bepcun 455.32.00. Vcxomassiit Ko
KOMITIJINPOBAJIC ¢ ommueii -03.

Onenusajioch BoceMb peasm3anuit SpMV MHOrokpaTHo#t TOYHOCTH, OCTPOCHHBIX HA Oa3e
BoicokoTOUHBIX CUDA-6u6anorek MPRES-BLAS, CAMPARY [18] u CUMP [19]:

1) MPRES-BLAS CSR (two-step) — paccMOTpeHHasi B HPEJIbIAYIEM pasfese IBYXIMaro-
Bag peanusaius u3 6udanorekn MPRES-BLAS ¢ ucnonb3oBanuem dopmara CSR; 2) MPRES-
BLAS ELL (two-step) — paccMoTpeHHasi B IPEJIBLIYIIEM Pa3jiesie IBYXINAroBas Peaju3ains u3
oubmmorekn MPRES-BLAS ¢ ucnosnbzosanuem dhopmara ELLPACK; 3) MPRES-BLAS CSR
(scalar) — peannsanus w3 6ubsunorekn MPRES-BLAS, mosyuennas u3 obsranoro CSR s
pa SpMV zamenoil cTangapTHBIX Omepaluii ¢ MIaBAMNEl TOYKOH MHOTOPAa3PsAHBIMEA OMepa-
IUSIMU; KazKiasi cTpoka marpuibl obpabareiBaercs ogauM GPU morokowm; (em. 2], puc. 20);
MATPHIIA U BEKTOPHI XPAHATCI B BUJE MAaCCHBOB MHOTOpa3psiIHLIX uucesn Tuna mp_float_t;
4) MPRES-BLAS ELL (scalar) — peanusarnus u3 6ubnnoreku MPRES-BLAS, nonyvennas
u3 obbranoro ELLPACK saapa SpMV 3amenoil cTaHgapTHBIX OIepaluii ¢ IIaBaioIeil TOUKoi
MHOTOPa3PSTHBIMEI OMEPAIIAME; KayK1asd cTpoka mrapuibl obpabareiBaercs ogaum GPU mo-
TokOoM; (cM. [2|, puc. 17); Marpuna u BEKTOPbI XPAHATCsI B BUJE MAaCCHBOB MHOIODA3DSIHBIX
ancen tuna mp_float_t; 5) CAMPARY CSR — peamusanus CSR siipa ¢ MCHOJb30BAHUEM
oudsmorekn CAMPARY; 6) CAMPARY ELL — peamusanuss ELLPACK sapa ¢ ucrnonb3osa-
unem CAMPARY; 7) CUMP CSR — peasmsanus CSR siapa ¢ ucnosp3oBanunem 6uOJIHOTEKH
CUMP; 8) CUMP ELL — peanuzanns ELLPACK snapa ¢ ucnonszoBanuem 6udanorekun CUMP.

[TpousBouTe IbHOCTH U3Mepsiach pu apudmerudeckoit Tounoctu ot 106 1o 848 our. Insa
nocTuzkeHnda 3aaanHoi Tounoctn B MPRES-BLAS ucnonbsoBaitocs ot 8 1o 64 momyseit COK.
Mepoit mpoussogutTessHoctu P sBiasercs Mop/s — MHLUIHOH MHO20PA3PAOHLLT ONepanuii ¢
wiaBaonei Toukoit B cekynuy: P = 2NNZ/(10007), rae T — usMepeHHOe BpeMsi BbIIOJI-
HEHUsI OMEePallid B MC. 3aMEeTHM, 9TO KaKk/as MHOTOPa3psiIHAS OHepaliusi COCTOUT W3 Psia
CTaHJAAPTHBIX oneparuii. 1I3Mepsisioch TOABKO BpeMst BBIUNCIEHUH, T. €. HE yIUTHIBAJINCH BPEMSI
npeobpa30BaHus JAHHBIX B MHOTOpa3psiaHble (hOpMAaThl B BpeMs KonupoBaHusa B mamath GPU.
[TorydeHnHBIE pe3yJbTaThl HpeICTABIEHBI Ha PHUC. 4.

Db deKTUBHOCTL MHOTOPA3PIHBIX peann3amuit SpMV 3aBucuT Kak 0T TOYHOCTH, TaK U OT
CTPYKTYpbl Marpuiibl. Jlydiias Hpon3BOAUTENLHOCTH JOCTHIAETCS HA MATPHIAX, COCTOSIIHX
13 GOJIBITOro Yncjaa KOpoTkux crpok (marinel, largebasis m ESOC), Tak kak Takasi cTpyKTypa
obecrednBaeT JIYUIILYI0 MACIITAONPYEMOCTb BBIYHCTHTEIbHBIX SAep 33 CIeT MEJKO3ePHUCTOIO
HapaJjLIem3Ma; BCe CTPOKH MOTYT 00pabaTbIBATHCS MApPALIeIbHO, I 00beM BBIYUCIEHHH /151
KaKJIOr0 MOTOKA OTHOCUTEIbHO HeOOIbIoi. B ¢Boio ouepenn, maTpunsl Goodwin 127 n nd6k
COCTOSIT W3 MEHBIIEr0 YnC/Aa CTPOK, HO KAXK/1asd CTPOKA COAEPZKUT OOJIbIIEee YUCI0 JIEMEHTOB,
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Puc. 4. TIpoussogurensrocts SpMV muOrokparuoit rounoctu Ha NVIDIA RTX 2080
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Tabavua 2
Pazmep (MB) muoropaspsnoit marpurer B popmarax CSR u ELLPACK
ToumocTs marinel largebasis ESOC Goodwin_ 127 nd6k

CSR | ELL | CSR | ELL | CSR | ELL | CSR | ELL | CSR | ELL
106 427 | 494 | 381 | 422 | 413 | 426 | 396 799 473 | 635
212 617 | 714 | 551 | 610 | 597 | 616 | 573 1097 684 | 917
424 997 | 1154 | 890 | 986 | 964 | 995 | 925 1772 | 1105 | 1482
636 1377 | 1594 | 1230 | 1362 | 1331 | 1374 | 1278 | 2447 | 1526 | 2047
848 1757 | 2034 | 1569 | 1738 | 1699 | 1754 | 1631 | 3122 | 1947 | 2611

YTO MPUBOJIUT K MEHbIel MPOU3BOIUTEIBHOCTH, TAK KaK YBeJHIHBAETCSI 00beM BBIUHCIEHU,
BBIIOTHsIeMBIH KazKabIM moTokoM GPU.

[Ipu 106-6urHO TOUHOCTH CcaMoil ObIcTPOil oKasaJach oubanoreka CAMPARY, peasnusyio-
mast ONTUMH3HpOBaHHbIe anropuTMbl double-double apudnveruku (17151 370 TOYHOCTH B 3KCIIe-
pumenTax ucnoabzosaics dopmar 2-double CAMPARY). OnHako npu yBewdeHUH TOYHOCTH
npou3poguTeabHocTb CAMPARY cytmecTBeHHO CHHUXKAETCs, U IPXA TOYHOCTH OT 212 10 848 OGut
JIydIIHe pe3yIbTaThl MOKA3bIBAIOT peasu3anuu na ocuoBe bubmoreku MPRES-BLAS.

[Ipu Tounoctu ot 106 10 424 GUT paccMOTpEeHHBIE B TMPEIbIAYIIEM pasjene IBYXIIaroBbie
peaiu3anuu UMEeT MPOU3BOIUTEIHLHOCT, CPABHUMYIO €O cKastgpubiMu SpMV sapavmu Ha OC-
Hose mp_float t, mmbo mpourpeBaror um. Oprako npu 60Jee BBICOKOH TOYHOCTH TTPOU3BO-
JIATETHbHOCTD JIBYXIIATOBBIX peai3aruil, Kak MpPaBUJIO0, BBIIIE, YeM MPOU3BOIUTENIBHOCTD CKa-
JAApHBIX sjep. Hawubosibliee yckopenue (2X) AOCTUTHYTO TpU TOYHOCTH 848 GUT Ha MaTpuIle
Goodwin 127 ¢ ucnonn3oBanumeM CSR dopmara. Takxke ciaeayer OTMETHTD, 9TO HA MATPHUIE
Goodwin 127 npowussogurenbactb 106-6utasix MPRES-BLAS peanuzanuii muxke, qem 1mpo-
n3BoauTeIbHOCTE 212-0utHbix MPRES-BLAS peasmzanuii. 910 cBs3aHO ¢ O0IBIINM KOJIITIE-
CTBOM OKDYIVIEHHUH, BO3HUKAIOIMUX B MpoOTiecce Bhiuucaenuit. QuruMu3aius OKPyIJIeHus ABJis-
eTcs BayKHBIM HallpaBaeHHeM paboT 1o paspuruio oubsmorekn MPRES-BLAS.

B Tabs1. 2 mpuBeieH pazMep MaccuBa HEHYJIEBBIX 3JIEMEHTOB MHOTOPA3PSTHON MATPHUTIIBI T
peasmzanuit SpMV, paccmorpenubix B pazzese 3. CTOUT 3aMeTUTh, YTO TAKOH 2Ke Pa3Mep uMeeT
oydep, HEOOXOANMMBIiT 151 XPAHEHUS TPOMEKYTOTHOTO MACCHBA ITPOM3BEICHUI.

3aksroueHne. B pabore paccMOTpeHbl peajin3aliuu pa3peykeHHOro MaTPUIHO-BEKTOPHOTO
ymHOkeHust (SpMV) mis rpadudeckux TporeccopoB BHALOKAPT B apudMeTHKe MHOIOKDAT-
HOM TOYHOCTHU € MCHOJIb30BAHHEM CHCTeMbI ocTaTounbiX KiaaccoB (COK), spirstonuecss 4acTbio
Oub/IMOTeKN BBICOKOTOYHBIX mojnporpamm Juneitnoi ajaredopor MPRES-BLAS. Henosunuon-
Has crpykrypa COK uckiarogaer mepeHOCH MeXKIy COCeIHHME IudpPaMu MHOTOPA3PSITHBIX
MAHTHUCC W MO3BOJISIET BBIYUCISITH BCe MU(PHI MAPATLIETBHO. JKCIEePUMEHTAJbHBIE PE3Y/IbTA-
THI CBUJIETEJIBCTBYIOT O TOM, YTO IIPU OJWHAKOBON TOUHOCTH pa3paboraHHble Bepcun SpMV Bo
MHOTHX CJIyYasX 0OecredmBaioT Jydllee OBICTPOIERCTBUE IO CPABHEHUIO € PEATU3ANUAME, OC-
HOBAHHBIMH Ha mo3unnoHubIX 6udanorekax CUMP u CAMPARY. Cpasuenne popmaros CSR u
ELLPACK mnokassiBaer, uro ELLPACK npesocxoaur CSR mpu HeGosbimoit Tounocru (106-212
our). ITpu Gosree BeICOKOH TouHOCTH MpenmytnecTBa ELLPACK cranoBsiTcst MeHee OueBHTHbI-
Mu, ", 6osee Toro, 3arparsl namaTn ELLPACK moryT cymecrBenno npesbimarh 3arparsl CSR,
B 0COOEHHOCTH KOTJa pedb UIET O MHOTOPA3PSIHBIX MATPUIIAX.

B nanbueiimneM 3amnanupoBana peanusanus BeKTOPHbIX CSR siep MHOMOKpaTHO# TOYHO-
CTH, B KOTOPBIX KayKjasi CTpokKa marpuiibl obpabarwiBaercs rpynmnoi motokoB GPU. Takxke
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CTOWT OTMETHTb, UTO MATPWIIBI, BO3HUKAIOIINE B PEATHHBIX MPUJIOKEHUSIX, KaK ITPABIIO,
npejcraBienbl B (opmare nBoitHoN TouHOCTH (double) W BBHIIONHATH UX peoOpa3oBaHUE B
MHOTOpa3psAubiil dopmar He obszarenbuo. llosromy B AajbHeiieM, B paMKaX Pa3BUTHS
oubmorekn MPRES-BLAS mranupyooTcess peanmsanus U olneHKa h(EKTHUBHOCTH OllepaIuit
YMHOXKCHHUA PA3PErKEHHOR Marpuipbl ABOWHON TOYHOCTH HA BEKTOP MHOI'OKPATHOH TOYHOCTH,
9TO MO3BOJIAT CYIIECTBEHHO CHU3UTH pacxoiel mamstu GPU.
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